
Requirements for the 
(Politician) Truth Ratings System 

Prepared for  

Introduction Discussion 

1. Thwink.org is a research organization working on helping to solve the 

complete sustainability problem. Show how website is organized to do this. This 

product is the result of moving applied research to the implementation stage.  

2. What the product does: It produces Truth Ratings for politicians. Show 

prototype Home page, then Ratings tab. Explain what a rating is. Demonstrate 

the Analysis tab, how a text is analyzed into an argument map, and how 

analyzed claims are used to product a rating, on the Ratings tab. Now we are 

familiar with what the product will basically do. Let’s switch to the high-level 

strategy of the project.  

3. Product goal: This is an unusual product. The product goal is not to produce 

Truth Ratings. That’s the intermediate goal. The final goal is to cause a mode 

change in political systems by pushing on the high leverage point of raise truth 

literacy. Use the Film 3 image to explain this. Cover the Summary of Analysis 

starting at Symptoms, the Broken Political System Problem, the Change 

Resistance subproblem, its root cause, its high leverage point of raise truth 

literacy, and how the Dueling Loops simulation model predicts that will cause 

the mode change to a dominant Race to the Top among Politicians. Show 

Change Resistance as the Crux paper. This paper put Thwink.org on the map. 

But it wasn’t enough. This project is our next step. We think this goal is 

realistically possible and logically exciting. What do you think? 

4. Achieving this goal will be difficult. Review this using pages 3 and 4. Is 

helping us to achieve this goal something you think you can do?  

5. Review top risks 1 and 2 using pages 4, 5, and 6. Lots of discussion here. Do 

you think that working together we can resolve these risks? Do you see others? 

6. Review technology section using page 6, discuss.  

7. Phase 1 is claim-checks. Phase 2 is basic ratings. Phase 3 is everything else.  

8. That’s it. The Requirements document covers the rest of our requirements. The 

Project Plan document provides more context. 

Politician Truth Ratings 
Jack Harich and Ben Davis 

February 8, 2018 

http://www.thwink.org/sustain/videos/FilmSeries/Film3_SummaryOfAnalysisResultsWithProblems.jpg
http://www.thwink.org/sustain/glossary/DuelingLoops.htm
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General Topics 

Product goal 
This is an unusual product. We’re not competing on price or features, or trying to 

make a profit. The product is an entirely new product category in a blue ocean.  

 Design of the Truth Ratings System (TRS) is based on seven-years of research and 

analysis by Thwink.org. TRS is designed to help resolve the root cause of change 

resistance to solving large common good problems like climate change, avoidable large 

recessions, high income inequality, and systemic discrimination. The main root cause 

appears to be low political truth literacy. TRS pushes on the high leverage point of raise 

truth literacy by providing Truth Ratings for politicians.  

Here’s the potential of the product: If an estimated 5% to 10% of voters begin using 

Truth Ratings to help make voting decisions, political systems will undergo a radical 

mode change. They will shift from a dominant Race to the Bottom among Politicians to 

a dominant Race to the Top among Politicians, as seen in the Dueling Loops of the 

Political Powerplace simulation model. In the Race to the Bottom, politicians compete 

on who can tell the best lies. In the Race to the Top, politicians compete to see who can 

tell the best truths about what’s best for the common good. Making this mode change 

happen is the high-level goal of this project.  

If Truth Ratings are not enough to precipitate the mode change, we plan to 

implement additional solution elements for pushing on the high leverage point of raise 

truth literacy. Nine sample solution elements are listed here. Number 3 is Politician 

Truth Ratings. 

The difficulty of achieving the goal 
What we’ve just described may sound far-fetched and impossible. However, what 

we’ve seen is that if you have an open mind, once you take the time to grasp the tools 

used and the high-level analysis results it all makes complete sense. It’s realistically 

possible, IF we do a good job creating the TRS. Once you can envision that, you will be 

able to see what we see: the product has enormous potential. We’re pretty logically 

excited about this vision, and we hope you will be too. 

It’s critical to grasp the tools, the analysis, and the product vision, so that together 

we can build a product that pushes on the high leverage point with sufficient force. This 

is a challenging product to design because it contains so much innovation:  

1. No one has ever solved a difficult large-scale social problem with root 

cause analysis. Instead, they used intuition, expert opinion, trial-and-error, 

and a long time, often centuries.   

2. As far as we can tell, no one has ever used anything like the Structured 

Argument Analysis tool for any type of argument.  

3. No political system has ever used a scientifically sound method of measuring 

the probable truth of a politician’s important statements. Citizens have never 

had anything like Politician Truth Ratings to help make decisions. 

http://www.thwink.org/sustain/glossary/DuelingLoops.htm
http://www.thwink.org/sustain/glossary/DuelingLoops.htm
http://www.thwink.org/sustain/solutions/SubproblemA.htm
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Thus, the level of innovation and therefore discovery in this project/product is off 

the chart. But we believe this risk can be tamed with a rigorous approach to software 

engineering. We simply follow best practices and take the time to do it right the first 

time, not perfectly, but adequately.  

Please see our Project Plan document for much more on the product vision.  

Here’s some further information you can skim: The three main tools are root cause 

analysis, process driven problem solving (using the System Improvement Process, and 

model based analysis. The Summary of Analysis gives the big picture of the analysis. 

Don’t try to understand the summary. We will cover it and explain just what applies to 

this product. 

Scope 
TRS produces Truth Ratings for any type of knowledge. However, initially the 

system focuses on a particular type of knowledge: important claims made by politicians. 

A claim is the final conclusion of an argument, like “You’re either with us or against 

us.” TRS produces a Politician Truth Rating by randomly selecting several hundred 

claims from those a politician has made over a period of time, analyzing the truth 

confidence level of each claim, and then averaging the result to produce the rating. 

TRS can handle claim-checks (which fact-checkers call fact-checks) and ratings for 

any type of source. Sources could be politicians, fake news sites, article authors, 

Wikipedia, etc. Anything that can be expressed as text can be analyzed. 

We could call it the Politician Truth Ratings System, but we want to emphasize it 

can be used on any type of knowledge. That’s why we’ve registered TruthRatings.org 

and TruthRatings.com.  

Later versions will be multi-lingual. We don’t know how soon this will be needed. 

We will be offering the product to organizations around the world. Should there be 

decentralized websites and databases? We don’t know. This is a future consideration. 

There’s a lot more we should say on scope, but we think you can figure it out based 

on interviews with us and this material.  

Top Product Risk 1 – Cost of analyzing one claim is too high 
If we cannot bring the cost of analyzing one claim down to a very low amount, 

organizations will find it too expensive to produce Truth Ratings. The cost is mostly 

labor, i.e. how long it takes a person or team to analyze a claim.  

Calculating a Politician Truth Rating requires averaging hundreds of randomly 

selected claims. Suppose total claims for a politician is 2,000. For a margin of 

sampling error of +/- 3%, which is what polls use, we need a sample size of 696 

claims. That a lot of claims!  

Currently it takes fact-checkers several hours (?) to prepare a fact-check article for a 

new claim. Let’s estimate this is two hours at a minimum. 2 hours per claim times 696 

claims equals 1,392 hours of labor. The median journalist salary in the US is $36,000 

per year. Analyzing claims is skilled work, plus there’s organization overhead, so let’s 

up the salary to $50,000 per year. At 2,000 hours per year, 1,392 / 2000 times $50,000 

http://www.thwink.org/sustain/glossary/RootCauseAnalysis.htm
http://www.thwink.org/sustain/glossary/RootCauseAnalysis.htm
http://www.thwink.org/sustain/glossary/ProcessDrivenProblemSolving.htm
http://www.thwink.org/sustain/glossary/SystemImprovementProcess.htm
http://www.thwink.org/sustain/glossary/ModelBasedAnalysis.htm
http://www.thwink.org/sustain/analysis/index.htm
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equals $34,800 to create one rating. That’s unaffordable for all but the largest well-

funded organizations, because there are so many candidates to rate during election 

season. Therefore, TRS must cut this time by an order of magnitude, and thus cut the 

cost to about $3,480 per claim. That’s affordable.  

Later in this document the use case on How Structured Argument Analysis Works 

says that: 

The text editor and argument map are designed to let users work as fast as they 

can think, type, and use the mouse to mark nodes and create a map. We expect 

that with practice the tool will allow users to analyze claims at almost the 

speed of thought. Like a good word processor, the tool will not be in their way. 

We think achieving this level of productivity can be done, by: 

1. Eventually, after many claims are entered, 90% or more of the Facts, 

RClaims, and Rules (database nodes) needed to analyze a claim are already 

in the database. This because what politicians say contains a high amount of 

repetition. 

2. Extremely fast lookup of a needed Fact, RClaim, or Rule from the database 

and use of that node in the text. For each of the three database node types, 

users can search by node description, tags, or by exploring the tree of nodes. 

Autocomplete may be possible in a later version. Use of the selected text can 

also be used to suggest nodes.  

3. A smoothly working, highly intuitive, easy to learn text editor and argument 

mapper. 

This is our top risk by far. To speed up the claim analysis step the first version of 

the app needs to support Create a Claim-check. Then we can start user testing on 

ourselves and use that feedback to speed up the claim analysis step. We should be able 

to tell when the tool is working at almost the speed of thought. 

Top Product Risk 2 – Claims cannot be analyzed accurately 
The book Deciding What’s True: The Rise of Political Fact-Checking in American 

Journalism, by Lucas Graves, 2016, says the largest controversy among fact-checkers is 

whether the probability of truth of fact-checks can be “scientifically” determined. We 

strongly think it can. Politician Truth Ratings depends on this assumption. But what if 

we’re wrong? What if a rating cannot be scientifically determined? 

To us, “scientifically” means two things. A claim can be objectively analyzed, 

meaning it will not be biased. A claim can be analyzed in a repeatable manner, meaning 

different analysts will all arrive at about the same truth confidence level. If an analysis 

is both objective and repeatable, the analysis closely measures reality and is therefore 

accurate.  

To make analyses objective and repeatable, and thus accurate, analysts follow strict 

protocols. A protocol specifies how a particular step is to be performed. This is a 

widely used practice in many industries, like medical procedures, aircraft flight and 

maintenance, and science procedures.  
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We don’t yet know what the protocols will be. Fact-checkers follow established 

protocols and are trained in their use. We expect the TRS protocols will use these as a 

starting point and evolve the rest, based on study of tool use. 

Once TRS can produce claim-checks, we can begin experimentation on claim 

analysis accuracy. A long series of experiments will allow us to converge on protocols 

that produce accurate results within a certain range, called the analysis accuracy error. 

Once we know this range, for a Politician Truth Rating it will be added to the margin of 

sampling error to give the margin of rating error. For a claim-check, the margin of 

error is the analysis accuracy error.  

We expect that the simpler an argument is, the lower the analysis accuracy error. 

This may give rise to levels of claim complexity. The more complex, the lower the 

accuracy and the larger the error. There’s a lot of interesting research ahead in this 

project. 

See the Project Plan for more on experimentation. It’s one of our important 

milestones. 

Technology and Jack as co-developer 
This is a single page app with lazy load, full stack Javascript (Node), and integrated 

view layer (Vue) and data layer (GraphQL). As I understand it, the data from GraphQL 

becomes the props in Vue. For state management, Apollo Client or Vuex. SQL 

database. Well commented code. We are open to your recommendations. 

We really need a solid WYSIWYG editor that allows html manipulation, 

something better than Quill, Froala, and Redactor. What can you recommend? 

 We need environments for development, test, staging, and production. The test 

build transpiles and combines js files (using ES6) to run on “all” browsers. The dev 

environment is easier for debugging. If all major browsers support ES6, test doesn’t 

have to transpile. All it does is combine js files in one or a small number. We need hot 

reloading for development. 

We do want to run on a wide variety of browsers and responsive devices for View 

Ratings. A smaller range is fine for Argument Producers. We don’t see a need to 

support obsolete browsers like Internet Explorer.  

Jack Harich is Thwink.org’s sole developer. He must be able to quickly learn the 

technology used so that he can take over system maintenance and evolution from 

Applied Imagination once they have developed the product. Or it may be that the 

system needs a new Thwink.org staff member with the appropriate software skills. Or it 

may be best for AI to play this role until the fact-check industry picks the product up.  

Let’s assume Jack can pick it up. If possible, what I’d like to do is co-develop the 

app with Applied Imagination. I’d be working on a very small portion of the app, the 

text editor and argument mapper (a loosely coupled module which needs review), and 

perhaps other areas. With Git, GitHub, and npm or yarn we can work together 

smoothly. But I’ll need help in learning these tools (plus Vue and GraphQL) since I 

haven’t needed them before. This approach will also allow a smooth transition from AI 

back to Thwink.org for application development. 



7 

 

Branding 
We need some serious work done here. 

The public needs to easily conceptualize 

the product and remember it. What logos, 

symbols, colors, site look and feel, and so 

on are necessary? Looking at your 

portfolio, we are confident you will figure 

out what will work here. 

It may help to study what the fact-

checkers are doing here, so we can 

seamlessly build on their conceptual expectations. For example, PolitiFact has branding 

images like those shown. 

It’s important to come across as non-partisan and trustworthy.  

Legal organization 
Currently this is a Thwink.org project. Thwink.org is a Georgia non-profit and not a 

501C3.  

Looking ahead, the fact-check industry may take over the project. Or we may, after 

talking it over, setup a new independent organization that would lease use of TRS to 

organizations, including those outside the fact-check industry, since TRS is capable of 

truth rating knowledge of any kind. We shall see. 

User Types 

We don’t fully understand this yet, so we can offer only preliminary user types. As 

the product evolves due to user feedback, we will discover what user types are needed. 

Each user type has one or more roles they can perform with the system. Or you may 

be familiar with a better approach. 

Here are the three user types we can see so far.  

1. Ratings consumer – The public 
Most users by far will be members of the public. They don’t log in to use the 

system. Their goal is to find ratings for politicians (or issues) they’re interested in, study 

the ratings, and drill down for additional information. The public can view anything, but 

they cannot edit anything.  

If the product is widely accepted there will be millions of citizens using the system 

during election seasons, not all at the same time. However, we don’t need to design this 

app to handle that level of use. That can be a later generation of the app.  

2. Ratings producer – Members of organizations 
Our main “customer” is expected to be the fact-checking industry. Presently they 

produce ratings for fact-checks using a word processor. TRS lets then produce more 

accurate fact-checks, hopefully without slowing them down at all. TRS also lets them 

produce Politician Truth Ratings. 
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We need levels for this user type. Users would undergo training and certification for 

each level. The levels would look something like this: 

Level 1. Claim entry – Can enter text (by copy and paste) and mark claims. Lots of 

this is necessary, because the system randomly selects a small number of claims from 

all those that are entered for a politician or source to be rated. A text contains zero or 

more marked claims. Zero is possible for short low-quality texts, which may contain 

only unimportant claims.  

Note “or source.” That’s what makes the TRS generic and able to produce Truth 

Ratings for any type of knowledge. 

The fact-check industry is starting to use automated tools for finding claims. Later 

we will probably interface with that tool, but that’s outside the scope of this project. 

Level 2. Analyze claims – All of the above plus can analyze claims by marking up 

the text with the five types of argument nodes, dragging and dropping marked text on 

the argument diagram/map, and manipulating the map. 

Level 3. Manage ratings – All of the above plus can create and manage ratings.  

Level 4. Organization admin - All of the above plus can edit user accounts. Users 

do not self-register. This level is an admin for the organization. 

Reviewer – Can review analyzed claims and approve or reject with comments. The 

fact-check industry has a process for fact-checking. We don’t yet know much about it, 

but will once we take their training. It appears that each fact-check organization has a 

review committee. An analyzed claim must be approved before it can become part of a 

rating. This reduces bias and raises quality. 

Someone may need to be both a reviewer and a level. It’s awkward to require two 

different user accounts for this, so we need to do this with one account. 

3. System administrator 
Level 5. System admin. 

Admins can edit organization accounts, help documentation, the protocol, and other 

parts of the website like the home page. They also do other typical admin work. Not 

sure what this will be in our system.  

Other user considerations 
This is a single page application for speed of operation. Users will be viewing a 

wide range of “pages” that they will sometimes want to revisit, so they will expect 

unique URLs they can bookmark. Not on all pages, just important ones like a politician 

rating or an analysis page for a particular rating.  

We don’t yet know if it’s feasible to make the View Ratings portion of the 

application responsive, but we suspect it is, at least just looking at ratings and not the 

analysis. People would love to be able to lookup ratings anytime, anywhere, on the 

phone or tablet. The Analysis portion is so mouse and keyboard dependent that we 

don’t see a feasible way to make it responsive. 

It may be that we need two applications (so to speak), one for ratings producers and 

one for the public. The first is a single page application. The second is designed for 

https://www.poynter.org/news/washington-post-fact-check-was-chosen-bot
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speed to accommodate a large number of simultaneous users and possibly be 

responsive, and may or may not be a single page application.   

Attractiveness features – The public 
Here are the key features that would make the tool a powerful attraction to the 

public: 

1. Can use Politician Truth Ratings to help decide who to vote for. This 

information was not available before.  

2. TruthRatings.org is seen as a trustworthy non-partisan accurate source of 

Truth Ratings. People must have complete trust in the ratings.  

3. The tool is fast and easy to use. The user interface is intuitively easy to 

grasp. 

4. The tool offers not just ratings, but the ability to drill down to learn as much 

as you want to about how the ratings were calculated. This educates and 

builds trust. 

5. Issues are just as important as politicians to the public. The tool lets you 

find a politician, see her rating, and also see how the top issues contributed 

to the rating. You can click on an issue to read more about the issue, what 

the politician said about it, and so on. You can also start with issues rather 

than politicians. 

Attractiveness features – Argument producers 
Here are the key features that would make the tool a powerful attraction to fact-

checkers and rating organizations: 

1. Faster and easier to create a typical fact-check article or analyze a claim, by: 

A. Organizing your analysis into a standard argument structure. The same 

standard is used by all, which greatly improves communication and quality. 

B. The units of logic, argument nodes, are identified in the text of the article 

notes and the final article itself. This identification makes it faster and easier 

to skim, read, and write fact-check articles. The notes and articles 

themselves are now highly standardized. 

C. High reuse made easy. Facts, reusable claims, and rules are rapidly found 

in the database. As more arguments are analyzed the number of items in the 

database grows. The more items in the database, the faster you can analyze 

arguments.  

D. Fact-check article reviews go faster due to standardization and the highly 

structured method of determining the truth of a claim. The review committee 

reviews the argument map more than anything else, because that’s the 

backbone of what matters. Logic errors, false assumptions, missing factuals, 

and so on are much easier to spot on an argument map than in an article. 
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2. More accurate truth confidence levels, by way of: 

 A. Total standardization of how claims are analyzed. 

 B. Automatic calculation of claim truth confidence level. 

 C. Reduction of bias by standardization of argument analysis and reuse of 

facts and rules that have no bias since they are checked by many users. Bias 

is also reduced by following a standard protocol for analysis.  

3. The ability to produce Politician Truth Ratings in a scientific valid manner. 

Present approaches to fact-checking cannot do this because they are not randomly 

selected or do not use a sufficiently standardized approach to analysis.  

4. A new form of journalism. Putting this all together, a marked-up article and its 

Truth Rating may become a new form of journalism. Readers can skim the article for 

the skeleton of the argument. They can click on marked nodes to read more about that 

aspect of the argument. They can even look at the argument map. The article presents a 

new scientifically sound truth, which few mainstream popular articles do. 

Once the TRS has many entries in the database, another type of article becomes 

possible: news about patterns of truth and deception. Article titles like “The False 

Dilemma Fallacy Is Gaining Ground. Here’s How to Spot It.” and “Thanks to the 

Politician Truth Ratings System, the Level of Truth in the Last Election Was Up by 

8%.” could be the wave of the future of journalism, and of democracy! 

Uses Cases – The Public 

After about five minutes of use, a member of the public’s first impression should be 

something like: “Wow, this is the information I’ve always wanted! At a glance I can 

find out how much I can trust a politician. Even better, I can see where they stand on 

the issues that matter to me and how trustworthy they are on those issues. Not only that, 

but there’s so much extra information about those issues that I can educate myself 

quickly and fill in my knowledge gaps. Awesome! This is where I’m going to hang out 

when the next election comes.” 

The use cases and features will evolve. Here’s what we can see now: 

Find a politician 
The user can quickly find a politician in their geographical area, such as country and 

state/territory/region. They can also search on a politician’s name. 

The above inquiry generates a list of politicians, with columns for Name and Rating. 

The list can be sorted by any column. Sorting by name sorts on the last name. 

Study a Politician Truth Rating 
Clicking on a politician in the list shows more detail about their rating to the right 

side of the list. That data would look something like this: 



11 

 

If the above data is compact, we probably have room to show it all.  

The above image is approximately what we think users need. Feel free to redesign it 

as you see appropriate. I suspect we need a small +/- x% for the rating accuracy, just as 

polls have. We have the original Illustrator file for the dial. 

A small amount of user testing, by explaining the product and showing them this 

image, reveals that people REALLY like the list of issues, the graph, and the ratings per 

issue. They get more excited about that than the overall rating.  

A future feature is to compare politicians.  

Drill down on a politician to find more information 
Users can click on an issue to study its details. Or they can click on the overall 

rating to see a list of all the claims used to make up the rating. The list would have 

columns for Claim, Main Issue, and Rating. The list can be sorted by any column. 
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Now we arrive at the most important part of the public’s user experience: 

Clicking on a Main Issue takes you to the “Study an Issue…” page (see below) for 

that issue and politician. 

Find an issue 
This works like “Find a Politician.” The user can quickly find an issue in their 

geographical area, such as country and state/territory/region. They can also search on an 

issue’s name. 

The above inquiry generates a list of issues, with columns for Issue, Politician, and 

Rating. The list can be sorted by any column.  

Related to this, each claim has one or more issue tags. One of these is the main 

issue. The rest are “other issues.” We need a way to include other issues in Find an 

Issue. 

Study an issue and politician’s ratings on that issue 
Clicking on a Main Issue in the Find an Issue list shows more detail about the issue 

and politician to the right side of the list.  

How that data would look and how this use case would work is not designed. I 

envision the data would be a list of all claims for that politician where that issue was the 

main issue. The list would have columns for Claim and Rating, and would be sortable. 

Clicking on a claim would show the marked-up text for that claim, possibly to the right 

in a third panel.  

Clicking on a Claim takes you to the analysis for that claim, read only. 

This is a memorable educational goldmine. Users can learn about the 

various fallacies used in claims with low Truth Ratings and thereby very 

efficiently increase their truth literacy. This is critical, because the sole 

purpose of the application is to push on the high leverage point of raise 

truth literacy. We need to spend some extra time here on design and 

development to maximize the learning experience.  

For example, users can click on a fallacious rule and see its definition, 

with examples of how the fallacy is used. Reading this highly relevant 

material should sink how to spot that fallacy instantly deep into people’s 

minds. They can also click on a non-fallacious rule to see how it works, 

and how to spot sound forms of reasoning instantly. They can also read the 

analysis article, which explains why a claim is sound or not. This is the 

very heart of truth literacy education.  

Up until now a citizen’s level of truth literacy has been a matter of 

cultural chance. Nowhere in a person’s normal education are they ever 

trained in truth literacy. That now changes radically with the introduction 

of Politician Truth Ratings, because concerned citizens train themselves 

automatically as they read about claims of interest.  
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Get information for use elsewhere 
Citizens, writers, news organizations, and so on will want to be able use information 

they find on TruthRatings.org elsewhere. It should be easy to copy and paste any 

content into a word processor or html editor and get reasonably good results.  

I suspect all this means is we need valid html and need it to look good without the 

css classes used in our app. This means staying close to the standard defaults for p, h1, 

h2, em, strong, li, ui, etc. 

Some pages will have generated images, especially ratings. These images should 

look excellent in use elsewhere. Pages should look good printed. 

Use Cases – Rating Producer – Overview  

After about 30 to 60 minutes of training and use, an argument producer’s first 

impression should be something like: “Wow. This is incredible. It works so smoothly. 

It’s so easy to learn. It’s such a time saver compared to what we’re doing now. And it 

not only does fact-checks. It does Politician Truth Ratings! Once our organization 

starts producing ratings, we’re going to have much higher impact that what we’re 

having now.” 

Present prototype 
The analysis area of the application contains the toughest use cases and associated 

software development. To make this easier and gain a realistic feeling for how this part 

of the app should work, Thwink has developed a prototype for text markup and 

argument mapping, online here. This is the heart of the app. It’s our main added value. 

The prototype has been developed and tested on the Chrome browser on Windows.  

The present prototype allows only one mark per paragraph. It saves tab text to local 

storage. There’s only one map, which is not saved. The upper three buttons are for 

testing. Zoom is implemented using the zero, minus, and plus keys. Nodes may be 

moved with Control drag and switched with Shift drag. Leaf nodes may be selected and 

deleted with the Delete key. Clicking on a tab (numbered 1 to 10) saves the tab you are 

on and switches to that tab. To save the tab you are on, click it. The E1 and E2 buttons 

insert sample text into the current tab. 

A little about the code in the prototype. It uses lazy loading per page. When a tab is 

clicked that has not yet been clicked in this session, the tab’s page is added to the DOM, 

its classers are instantiated, and its data is loaded. This gives us a speedy single page 

application with a fast download and startup. 

I’ve had a tough time coding the text editor. After trying Quill and then Froala, I’m 

now on Redactor. All are buggy and hard to use. Redactor has the best api and support. 

But Redactor still seems immature. I’m hoping you are familiar with a solid text editor. 

We need full ability to manipulate the html for marking nodes. We also need to use the 

same editor at many other places in the application, such as for editing the protocol and 

descriptions of the facts, reusable claims, and rules in the database.  

A lot of time has been spent making the text editor and the argument mapper work 

smoothly, intuitively, and fast, with a professional high-quality tool look and feel. Users 

http://www.thwink.org/truthratings/
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need to be impressed from the first minute they start using the text editor and map. A 

high-quality impression will give them confidence the tool will produce high-quality 

results, and will make using the tool a real pleasure.  

The animation in the mapper is part of this high-quality design. It makes the tool 

feel almost alive as it responds to your gestures. 
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How Structured Argument Analysis works 
Ratings producers use a new tool Thwink is calling Structured Argument Analysis. 

This mimics how the human mind thinks and how rational logic works in coming to 

conclusions. Let’s explain how the tool works, using a screen shot from the prototype, 

shown below. A dummy marked-up text and argument map are shown. 

On the left is the editor, with typical online editing buttons (in white) for things like 

link, formatting, and indenting. The text has been marked up and was used to produce 

the map. 

On the right is the argument map. The five types of nodes and their colors 

correspond to the five colored buttons above the editor.  

Structured Argument Analysis is highly structured. Presently we have only five 

node types. After argument nodes are marked in the editor, they may be selected, 

dragged, and dropped on the map. As each “mark” in the editor is selected, a blue dot 

appears on its valid drop targets in the map. When the map is empty, only a claim may 

be dropped on it.  

A map is built by dragging and dropping one node at a time from the text. The 

argument in the map is always valid, though it may be incomplete. Once it’s complete, 

its claim confidence level is automatically calculated and shown in the lower left of the 

map, as well as in the Claim node.  

Only tree leaf nodes may be deleted in the map. This way the map is always valid.  

Map nodes are automatically numbered. Later the corresponding nodes in the text 

will also be automatically numbered. This allows the user to easily see where a mark is 

used in the map. The number also indicates if a mark is in the map. If a mark has no 

number it’s not in the map. We expect there will be plenty of these, due to the struggle 
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of finding the “real” argument in a text. We don’t yet know if users will delete unused 

marks when done. 

The map is organized into rows. Every other row has only rules, which are rules of 

logic. The bottom row has only a claim. The second row from the bottom has a rule. 

The third row has rule inputs, which may be an intermediate conclusion, a fact, or a 

reusable claim. Intermediate conclusions or claims have a single rule as input. A leaf 

can be only a fact or a reusable claim, called factuals. The term arises from the way a 

reusable claim behaves as a reusable fact, so they are both factuals. Factuals and rules 

come from the database and form the reusable and therefore quickly built foundation of 

an argument. In this manner arguments of any size and arrangement can be built, but 

always in a standard, easy to read manner.  

This standard structure opens the door for advanced analysis of many arguments, as 

well as partially and eventually fully automated construction of arguments. It will take a 

while, but if full construction can be automated it means that claims can be 

automatically truth rated, which means politicians can be automatically truth rated. That 

drops the cost of creating Politician Truth Ratings so low that all politicians can be 

rated. This will have a tremendous positive impact on the health of democracy.  

Each intermediate conclusion and factual has a weight, ranging from zero to 100%. 

These are adjusted by clicking on a node to select it. The up and down arrow keys are 

then used to adjust the weight. Weights mimic how humans reason when putting 

arguments together to arrive at conclusions. Usually some inputs need to have lower 

weights. 

Setting a weight to zero means it’s not used as an input to the node’s lower rule. A 

minimum of two inputs are required for a rule to reach a conclusion. One is not enough, 

because no valid rule of logic can create new knowledge from one piece of existing 

knowledge. We’ve found this is counterintuitive to some people and needs to be 

explained. 

The text and map are always in synch. Deleting a text mark that’s in the map as a 

leaf will delete the node in the map and unmark node in the text. Deleting a leaf in the 

map will un-number that node in the text. These features are not yet implemented in the 

prototype. 

Deleting a text mark that’s in the map as a non-leaf is not allowed, as that would 

introduce an invalid argument.  

The text editor and argument map are designed to let users work as fast as they can 

think, type, and use the mouse to mark nodes and create a map. We expect that with 

practice the tool will allow users to analyze claims at almost the speed of thought. 

Like a good word processor, the tool will not be in their way. 

Rating Text Created:  The ten numbered tabs on the editor are for text versions, so 

we have a full paper trail of the analysis. The original text in tab 1 is created when a 

rating begins. It is unchangeable and has one marked claim. Tab 2 initially contains an 

exact copy of tab 1.  

The analyst begins the analysis with tab 2. Analysis consists of understanding the 

text, researching related information, pasting and typing in additional text as needed 
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(such as for missing facts, rules, etc.), marking nodes as you go, and so on. The final 

article should be highly readable, since it will be examined by many public users and 

may be published. Text formatting, links, images, and embedded videos are supported. 

Additional versions may be created in the other tabs as you go. Each version has its 

own map. (The prototype has only one map.) One version is the final version, usually 

the last one. We’ve seen that the final version differs radically from the initial text. 

That’s why we have versions, to show the evolution of the analysis.  

Database lookup for 3 node types 
A key feature is claims and intermediate conclusions are created in a text, but rules, 

facts, and reusable claims are copied from the database to be used in marking a text. 

The prototype doesn’t support copy from database at all. It behaves as if all node types 

were created in the text. However, when a node is marked, it has gray background text 

for what will someday be retrieved from the database. Currently the gray background 

text can be edited. Later it cannot since it’s from the database. The gray background text 

is a short description of the node. 

Thus, when a node is marked and it’s a rule, fact, or reusable claim (aka database 

node), it needs to be looked up in the database. One way to do this uses the Analysis tab 

mockup shown below. The mockup differs from the prototype. The fields above the 

editor and map will be explained later.  

70%CLFinal Analysis Tab 4

Analyzed 4/2/2015

Analyst Jane Smith

Analyst Notes This was a  

Text Editor Argument Map

Claim IntCon

Facts RClaims TagsMap2 3 4 5

Clear Map Recenter

US president ial campaigns 1952 to 2012 – Democrat ic – April 14, 2008 Debate, Obama vs Romney  Text O rigin

T R S

Submit for Review

Approved  

Reviewer Bob Dylan

Review N otes We found...

 

 

Protocol

Ratings Rules Log OnRClaimsFactsAnalysis

1 Rules

Status 3. Revision Needed

Issue Tags Foreign Pol icy, Economy

General Tags Berlin Germany, Martin Luther King

Source Root Tag United States/National Elections/2008/Democrat/Barack Obama

Date Range 3 years, 2006 to 2008

Rating Source Barack Obama

Claim 32 of 350 Al l

1. Analysis Needed

2. Awaiting Review

3. Revision Needed

4. Approved

The status dropdown 
has these selections:

1. Analysis Needed

2. Awaiting Review

3. Revision Needed

Al l

The filter dropdown 
has these selections:
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In the editor, a node is marked by first selecting some text with the mouse and then, 

if it’s a claim or an intermediate conclusion, clicking on a colored button. That works 

fine since these two node types are defined in the editor.  

For a database node, the user would select the text and then click on the preferred 

colored tab. The tab would contain a way to quickly select the node needed. That node 

would then appear in the text as the marked node. 

All three types of database nodes would use the same lookup format. The nodes 

would be organized into a tree, by tags, or both. Users could explore the tree to find 

folders and nodes they were familiar with. Or they could search by tag, name, and 

content. We can show you the generation one prototype for how it did this.  

Users will frequently need to add a fact (and sometimes a rule) to the database so 

they can use it right now. Many facts will need to be added, especially at first. The 

system will already have many rules, but some new ones will need adding. Reusable 

claims are not manually added since they automatically appear in the database as the 

result of creating an analyzed claim.  

An analyzed claim that’s been reused in another analysis cannot be deleted. Circular 

use of reusable claims is not allowed. 

The system allows adding and editing facts and rules quickly, using the Facts, 

RClaims, and Rules tabs on the green menubar. These tabs offer more layout space than 

the lower tabs, which is useful for the extra features editing requires. When done the 

user clicks the Analysis tab and they’re back to where they were. 

It may be that there’s so much duplication of code and what user see that we can 

eliminate Facts, RClaims, and Rules tabs on the green menubar or beside the Map tab. 

An emerging trend is the fact-check industry is building various databases of facts. 

We don’t know any details on this yet. It’s probable we can use these databases to 

lookup some facts. But once we’ve used a fact in an analysis, the fact needs to be in the 

TRS database. It’s also possible that Wikipedia will become a source of facts. All this is 

a future feature. Note that a TRS fact has a confidence level. 

How the Analysis tab works 
The purpose of the Analysis tab is to let argument producers analyze a text using 

Structured Argument Analysis. This may be for a single isolated claim-check or as part 

of a rating. The fields shown are for a rating. A box with an X indicates a selector, such 

as a dropdown, calendar, search, etc.  

Note the page doesn’t say “politician” in any of the labels. TRS is generic and can 

handle any kind of text. Let’s discuss the fields: 

Text Origin – Describes the origin of the text being edited. Set when adding a text. 

Source Root Tag – The path for the folder tag the text is associated with. Set when 

creating a rating. All claims in a rating have the same Source Root Tag. At the end of 

this is the source name, such as “Barak Obama.” 

Issue Tags – One or more tags classifying the claim as an issue. Set per claim by 

the analyst. The first tag is the main issue for the claim.  
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General Tags – Zero or more tags for general classification and search use. Set per 

claim by the analyst. 

Rating Source – Source name, such as “Barack Obama.” 

Date Range – For the rating, such as “3 years, 2006 to 2008.” Text number 32 and 

its claim is in this range.  

Claim 32 of 350 – The claim number for this rating. The Arrow buttons let you 

navigate to the previous and next claims. 

 

Analyzed – Date the claim analysis was completed. 

Analyst – Who the analyst was or the lead analyst.  

Analyst Notes – Optional, contains a note about the analysis. If this is frequently 

used it may become another tab beside Protocol. 

Final Analysis Tab – The tab with the final analysis, for use in the rating. 

CL – The truth confidence level of the final claim. 

 

Approved – Date this analysis was approved. 

Reviewer – The lead reviewer who approved this analysis. 

Review Notes – Similar to Analyst Notes. 

Status – Where this text is in its lifecycle.  

These fields take up a lot of space. They can be hidden by clicking on the upper left 

arrow and shown by a similar gesture. While hidden we probably want the top field to 

show so the analyst knows which claim she’s working on.  

Users may conceptually need to look at the tabs to the right of the Map tab while 

still looking at the map. If so, we can implement the arrow on the middle right. Clicking 

this opens a third panel on the right. The page would now have three panels: editor, 

map, and the other tabs. Most analysis, I suspect, would have a large enough monitor 

for this to be useful. 1920 by 1080 is rapidly becoming the minimum desktop monitor 

size. Laptops are following.  

When an analysis is complete the user clicks the Submit for Review button. See the 

use case for that. 

That’s the rough idea for the Analysis tab. We will need to finalize this before 

building the software. 

One claim per analyzed text 
Each analyzed text contains one claim. However, original texts (like speeches, 

articles, and 30 second ads) usually contain multiple claims. When a rating begins, it 

creates new texts for the claims randomly selected. These are what are referred to in the 

“Claim 32 of 350” field above. There are 350 claims in the random sample for that 

rating. The total population of claims for the rating might be several thousand or more. 
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Claim tags 
The Analysis tab mockup has three fields for tags: 

The system will eventually have a large number of claims, so we need a 

comprehensive, flexible two-part mechanism for finding and organizing claims. The 

first part of this mechanism is that a claim is part of a rating. The second part is a claim 

has tags. 

Each claim has a Source Root Tag as shown. This refers to the source of the claim 

and never changes unless an error in specifying the Source Root Tag is discovered. The 

Root Tab is set when a rating is created by selecting the proper Source Root Tag from a 

tree. If the desired root doesn’t exist, it is added. 

The public wants to know where politicians stand on the issues of the day, so each 

claim has one or more Issue Tags. The first is the main issue. These are set by the 

analyst when first starting to analyze a claim. The Issue Tags for a claim are selected 

from a small list of tags. The list is the standard list used for all ratings in a political area 

over a certain period of time. For example, in the United States you could populate the 

list with the top issues found by the PEW Research Center in their survey of June 15-

16, 2016. See the rating below. Here the Issue Tags list contains Economy, Terrorism, 

and so on.  

Each claim has zero or more General Tags. These are selected from a large 

collection of General Tags, organized as a tree and searchable.  

General Tags are never entered freehand. They are always selected. If a needed tag 

doesn’t exist it is thoughtfully added to the collection and then selected. 

 

Issue Tags Foreign Pol icy, Economy

General Tags Berlin Germany, Martin Luther King

Source Root Tag United States/National Elections/2008/Democrat/Barack Obama
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Use Cases – Rating Producer – General  

User login 
Standard user login. The user enters her email address and password, and then clicks 

Okay. If both fields match, the app goes to the User Account page if it’s the first time 

the user has logged in and requires the user to change her password. Otherwise it goes 

to the last page the user was on before closing the app.  

If a user has forgotten their password they can request a password reset by doing 

that here in a standard manner. The user enters their email address and clicks Submit. If 

the address is found they are emailed a new temporary password and told that has 

happened. Otherwise they are told the email address is not found.  

User account 
Standard ability to edit their own data, which is user name, email address, and 

password. 

Edit users 
Only organization admins can do this. 

Standard view, add, change, delete ability for user accounts for that organization. 

The admin can add additional admin accounts. An admin account can be deleted unless 

it’s the only one.  

Edit organizations 
Only organization admins can do this.  

View and edit ability for only their own organization account.  

Use Cases – Rating Producer – Ratings  

Edit database node (Fact, RClaim, or Rule) 
The goal is to provide the nodes that analysts need to select from the database as 

they analyze a claim. Users do not edit RClaims, only facts and rules. Records for 

RClaims are automatically added and maintained. A database node has these fields: 

● Node type. This is Fact, Reusable Claim, or Rule. 

● Confidence level. 

● Short description, generally one or two sentences. This appears in gray in a 

marked node in the text editor and on the argument map. 

● Long description. Created with a WYSIWYG editor in html, this fully describes 

the fact or rule. This is empty for a RClaim since the description is the analyzed text. 

The long description should be extremely educational. 

● Number uses. In arguments. Automatically maintained. 

There will probably be more fields as the schema emerges. 

If a fact or rule is in use it cannot be deleted. 



22 

 

If the confidence level for a fact or rule is changed, arguments using it are 

automatically updated. This can result in a change in a rating, so it should seldom be 

done.  

Before people start creating ratings, Thwink.org will have entered many rules and 

some facts, as the result of testing the system and as a result of our research. We have 

about 50 rules and 40 test facts in the generation one app.  

A database node has a unique location in its node type tree. To add a database node, 

you first create a new node in the tree. Then you edit the properties of the node.  

The image below shows what this use case looks like in generation one. The Valid 

folder has 9 rules, which are listed on the right. The Modus tollens rule is used in 1 

argument. It’s selected, so it’s long description is shown in the blue box. Clicking on 

Factor lets you edit the details for that factor. In generation one “Factor” refers to a fact 

or rule. Rules were sometimes called “Persuaders,” as in the root node below. 

 

The generation one tree for facts looks about the same: 
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Edit sources 
Standard view, add, change, delete ability for sources. In this application, a source 

is who a text is attributed to. The Wikipedia definition is: “In journalism, a source is a 

person, publication, or other record or document that gives timely information.” 

A source must exist before texts can be entered for that source. Different 

organizations can use the same sources. A source cannot be deleted if in use. 

Sources are organized into a tree. For example, the Analysis tab mockup has this 

Source Root Tag: “United States/National Elections/2008/Democrat/Barack Obama.” 

The fields for a source are: 

● Source Type. A dropdown (The use case for the dropdown is not described.) 

containing the type of source, such as Politician, News Site, Article Author, etc. For a 

Politician Truth Rating this is Politician. For a claim-check it’s usually Politician, but 

sometimes it might be News Site, or such. For a fake news claim-check this might be 

News Site. 

● Name. This appears on the rating dial and at the end of the Source Root Tag. It’s 

usually the name of a politician.  

● Long name. Optional. For a fake news site or other types of sources, the source 

may have a long name, which would go here. 

● URL. Optional. Useful for news sites, etc. 

● Description. Optional. 

https://en.wikipedia.org/wiki/Source_(journalism)


24 

 

Add texts to a source 
The first step in the lifecycle of an argument analysis is to add a text to a source. 

After a text is pasted in, the user reads through it and marks the zero or more claims it 

contains. The form used has these fields:  

● Source. The name of the source. Selected by the user. 

● User Name. Automatically entered. 

● Date Added. Automatically entered. 

● Text Date. Used to select texts in a certain date range for a rating.  

● Text Origin. Precisely describes where the text came from in a standard manner. 

This appears on the Analysis tab mockup. The example is: “US presidential campaigns 

1952 to 2012 – Democratic – April 14, 2008 Debate, Obama vs Romney.” 

● Text. With zero or more marked claims. 

● Comments. Optional. Describes problems finding or verifying the text, etc. 

As the number of sources in the database grows, it will be necessary to organize 

them by country, state, time period, and so on in order to present the user with a 

manageable list to choose a source from.  

The system supports both claim-checks and ratings. Once a source contains one or 

more texts, claim-checks and/or ratings may be done.  

Create a claim-check 
We call this a claim-check instead of a fact-check deliberately. To us, a fact is 

something we know that can be verified by direct observation in the real world, and is 

so simple that no formal argument is needed to conclude its level of truth. An example 

is “This copy of the birth certificate on file at… states that….” The long description 

would contain a photograph of the certificate. Another example is “The capitol of China 

is Beijing.” The long description would contain a map with the capitol marked. 

 By contrast, a claim is a formal argument’s final conclusion. A fact can be seen as 

a type of claim that’s so simple no formal argument is needed, which is why they are 

both called claims by fact-checkers. We’ve not done a formal study, but it appears that 

most of what the fact-checkers call “facts” are what we call claims. 

The user goes to the Edit Claim-check page. This lets them do all steps is one place 

very rapidly. Creating a claim-check follows these steps: 

1. Add the text to a source. 

2. Mark the claim.  

3. Research and edit the text as necessary. 

4. Mark the argument nodes, including quick lookup of database nodes and 

quick add of new database nodes. This may include “stubbing in” a new 

database node, to be completed later.  

5. Drag and drop marked nodes to the argument map. 

6. Continue until done, including completing stubs.  

7. Submit the claim-check for review. 
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The status of a claim-check is the same as that for a rating claim since they are both 

an analysis of a claim. If a completed claim-check is randomly selected as part of a 

rating, then that claim is treated as already analyzed. 

“Stubbing in” lets the user build a complete argument so they can see what nodes 

are needed, and then go back and complete the node stubs. This can be done with a 

Fact, RClaim, or Rule whose description is “Stub.” The user adds a new node, 

researches it, completes it, and then changes the stub in their analysis to the new node. 

New nodes are submitted for approval.  

Mark Claims (as a preliminary to a rating) 
Once texts are added, their claims need to be marked. User are able to select a 

source and go through its texts, marking their claims as they go. When all are marked in 

a certain date range, that range is ready to create a rating. 

Some of this work can be automated. For example, this article describes how 

ClaimBuster is beginning to be used to identify facts that could be checked: 

Developed by the Reporters’ Lab’s Tech & Check Cooperative, the service 

combs through CNN’s transcripts and automatically puts them through 

ClaimBuster’s API to parse out which statements are checkable. Then, the 

feature automatically sends a daily email to participating fact-checkers with 

statements they might be interested in scrutinizing. 

“The process of looking for claims to check is time-consuming,” said the 

director of the Reporters’ Lab and Knight Professor of Journalism & Public 

Policy at Duke. “What we’ve done is automate that in a very cool way.” 

The above example is part of a larger fact-checking automation project described in 

this article. “Automated fact-checking is no longer just a dream. Advances in artificial 

intelligence will soon make it possible to provide people with real-time information 

about what’s true and what’s not.” As far as we can tell, this refers to simple facts that 

are already in a database, and not complex claims that are the result of an argument. 

Create a rating (with rating lifecycle) 
The user goes to the Edit Rating page. The lifecycle of a rating follows these steps: 

1. Create the rating. Done by selecting a date range for a particular source, 

filling in various fields, and clicking Create. Using the texts that fall in that 

date range in source, new texts are created as described above in the section 

on One Claim per Analyzed Text on page 19 as well as in the paragraph 

beginning with Rating Text Created on page 16. 

2. Analyze the claims in a rating. See the use case below. 

3. Review all submitted analyzed claims. See the use case below. 

4. Publish the rating. Possible after all selected claims have been analyzed and 

approved.  

https://www.poynter.org/news/washington-post-fact-check-was-chosen-bot
https://www.poynter.org/news/knights-new-initiative-counter-misinformation-includes-more-13-million-fact-checking-projects
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5. Unpublish the rating. This should rarely happen. If a large error is found, it 

may be necessary to remove the rating from public viewing. It would still be 

in the database, and perhaps corrected later and published again.  

The fields for a rating at the create stage are: 

● Created By. User name. Automatically entered. 

● Date Created. Automatically entered. 

● Source. Selected. 

● Date From. 

● Date To. This cannot be earlier than Date from. 

The from and to dates determine the date range used for the sample. 

 

Next are the fields related to random selection of the claims that will be analyzed. 

For all this to work the texts must have already been added to the source. 

● Total Claims. Automatically calculated. This is the total number of claims for this 

source in the date range, such as for a five year period.  

● Margin of Sampling Error. The desired accuracy range in percent. For example, a 

5 would result in a sample size that would yield +/- 5% in the results. This is identical to 

a poll’s margin of sampling error. A poll in a population of 2 million needs a sample 

size of 1,067 to get a margin of +/- 3%. However, 1,000 is a lot of claims to analyze, so 

a larger margin can be used. Suppose Total Claims is 2,000. Try this Sample Size 

Calculator, enter 2000 for population size, and click Calculate. To get a margin of +/- 

5% we need a sample size of only 322. A margin of +/- 3%, which is what polls use, 

requires a sample size of 696.  

This field needs to be so standardized that it would be a dropdown with a very small 

number of margins to choose from, like Zero, 3%, 5%, and 7%. 

If all claims in a date range are analyzed then the margin of error is zero. Selecting 

Zero in the dropdown would cause all claims in the date range to be chosen for analysis.  

● Sample Size. Automatically calculated from above two fields. This is the number 

of claims that will be randomly chosen from the Total Claims when a rating is created.  

 

The rating form contains a button for Create Rating. Clicking it leads to a “are all 

required fields entered check” and if that’s okay, a confirmation dialog. If Yes is 

selected the rating is created and the rating status is set to Created. The texts to be 

analyzed are created by copying them from those in Add Texts to a Source to those used 

in Edit a Rating. For each claim to be analyzed, its text is copied and all other marked 

claims in that text are unmarked. The copied texts become those in tab 1 and 2 as 

described in Rating Text Created on page 16. 

Mistakes happen. If the user discovers the created rating has errors, such as all texts 

have not yet been entered or the wrong margin of sampling error was selected, they can 

easily recreate it. It may be that we need a default margin per organization or some 

other way to avoid selecting the wrong margin.  

We expect rolling ratings, such as for the last 5 years. This would cause a new rating 

date range to overlap with a previous date range. When that occurs, analyzed claims in 

https://americanresearchgroup.com/sams.html
https://americanresearchgroup.com/sams.html
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the new date range are reused, since they were originally randomly selected. Enough 

additional claims are randomly selected in the new date range that doesn’t overlap with 

the old date range to give the total number of claims needed for the sample. 

Analyze a claim in a rating (The key use case of the app) 
The analyst click on the Analysis tab, selects a rating, and then analyses its claims, 

one by one. The details of how argument analysis is done are so complex they were 

described earlier. 

The Analysis tab mockup on page 17 shows a tall X selector beside the Rating 

Source and Date Range fields. The selector is used to select the rating, which 

determines what appears in the two fields. 

The mockup shows arrow buttons and a selector to the right of “Claim 32 of 350.” 

The arrows allow navigation to the previous and next claim. The selector lets the user 

choose from a long list of claims. That list has columns for Number, Text Origin, and 

Status. It may be filtered by Status to shorten the list. This allows the user to quickly 

select a claim that needs to be worked on. 

Related to this, we need a way to filter what the arrow buttons do. They can be 

filtered by status. Then the buttons would move to a claim needing work. This can be 

done by a simple dropdown with filter selections for claim status, as shown (It says 

All). The selections would be All, Analysis Needed, Awaiting Review, and Revision 

Needed.  

After a claim is fully analyzed, the analyst clicks on Submit for Review. This causes 

the claim to be added to the review queue for the rating. The status changes to 

“Awaiting Review.” 

Mark a node during analysis 
Analysis of a text was described earlier. A text starts with its claim already marked. 

If the claim is wrong it can be changed, but the text must have only one claim.  

Analysis requires researching and editing the text as needed to build the argument, 

finding argument nodes, marking them, and then dragging and dropping them on the 

argument map. 

Looking at the Analysis tab mockup on page 17, we see colored button for Claim 

and Intermediate Conclusion, and colored tabs for Facts, RClaims, and Rules. To mark 

node, the analyst selects the appropriate text with the mouse or keyboard. If it’s a Claim 

or Intermediate Conclusion, a click that button causes the node to be marked.  

How to select a database node (a Fact, RClaim, or Rule) was described earlier on 

page 17. If the selected text should be a Fact, RClaim, or Rule, then it needs to be 

selected from the database. To do that, the analyst clicks on the colored Fact, RClaim, 

or Rule tab. There they can find the node they want, double click it, and that node will 

be marked in the text. Finding the node uses the same layout as shown earlier in the 

Factor Trees for Facts and Rules on page 22. 
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Invalid claim discovered 
While analyzing a claim the analyst may discover it’s invalid. It doesn’t satisfy the 

protocol for what an important political claim is. Or it may be from the wrong source, or 

the date may be wrong and it falls outside the sample date range, and so on. 

When this occurs, the analyst clicks on Replace Invalid Claim somewhere, such as 

on a menu. This causes the text and claim they are working on to be replaced by another 

one, randomly selected. Then they continue their work.  

Review submitted analyzed claims  
After each claim is analyzed it’s submitted for review. Reviewers go to the claims 

awaiting review on the Review Claims page, review them, enter review notes if 

necessary, and then either approve them or send them back for revision. Before this step 

a claim status is Awaiting Review. After the step the status is Approved or Revision 

Needed. 

Publish a rating 
The user goes to the Edit Rating page. If Approved Claims equals Sample Size, then 

all claims in the sample have been analyzed and approved, and the rating is ready to be 

published. The user clicks the Publish button and the rating is published. Then the rating 

is added to the collection of ratings that can be viewed by the public. Necessary images 

and data are created.  

Use Cases – System Admin 

Edit protocols 
The goal of the Truth Ratings System is to create accurate, trustworthy Truth 

Ratings. Central to this is the requirement that all argument producers follow 

established protocols for creating a rating. These are the same for all users, with 

cultural adjustment as necessary.  

Each step in the ratings process follows a particular protocol. The application has a 

button or such showing at all times in the pages used to produce ratings. Clicking the 

button brings up the protocol that applies to that step. Users can study it to be sure they 

are following the established standard.  

This use case allows editing the protocols. We have not created these yet. There will 

be quite a bit of discovery and evolution here.  

Edit organizations 
Standard view, add, change, delete ability for organization accounts. The fields are 

organization name, address, email address, phone number, person to contact, etc. An 

organization with ratings in the system cannot be deleted. 
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Edit Users 
Standard view, add, change, delete ability for user accounts for each organization. 

The fields are person name, email address, phone number, user level, and temporary 

password. A user with entries of any kind in the system cannot be deleted. A system 

admin cannot delete their own account.  

The email address is used as the unique user id for the entire system.  

A user password can be added but not looked up. If a user has forgotten their 

password they can request a password reset by doing that in the login form.  

After an organization is added, one admin user must be added. The system admin 

then emails the admin user her temporary password, with instructions to change 

password within 10 days.  

Normally the system admin edits only organization admin users. Other users are 

edited by organization admins.  

Edit node weights 
On the argument map, each input to a rule has a weight. These vary from zero to 

100%. What the weights can be is set in this use case. In the prototype the weights are: 

Zero, Low 20%, Medium 50%, High 80%, Central 100%. 

A single set of weights for all users enhances the standardization of Structured 

Argument Analysis. We expect that the above weights will be fine and will not change 

in the initial part of the product’s lifetime. But later this could change, such as to more 

selections or a particular set of weights for particular kinds of claims, such as scientific 

ones that deal with statistical relevance (where 95% is a common cutoff) and need a 

custom set of weights.  

 


